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Abstract. Moving object recognition is one of the most fundamental
functions for autonomous vehicles, which occupy an environment shared
by other dynamic agents. We propose a spatial-temporal (ST) approach
for moving object recognition using a 2D LIDAR. Our experiments show
reliable performance. The contributions of this paper include: (i) the
design of ST features for accumulated 2D LIDAR data; (ii) a real-time
implementation for moving object recognition using the ST features.

1

Introduction

In this paper, we propose a spatial-temporal (ST) approach for moving object
recognition using only modest sensory data. Compared to more elaborate and
costly solutions (e.g., outdoor depth cameras and 3D ranger finders), our method
works with range readings obtained from a planar 2D LIDAR on a mobile platform. Using only range readings complicates object recognition because information is sparse relative to richer modalities such as vision. Furthermore, noise
introduced by ego-motion (and other sources) can make static objects appear dynamic. We show that it is possible to obtain highly accurate object classification
via temporal accumulation and a coupled classification process.
1.1

Related Work

Existing work in moving object recognition decomposes the problem into two
distinct sub-tasks: detection and classification. The former aims to discern the
existence of moving objects, while the latter aims to recognize the objects’ identities. We can categorize existing methods of moving evidence detection into two
types: tracking-based methods and SLAMMOT (Simultaneously Localization
And Mapping, and Moving Object Tracking) methods.
Tracking-based methods (e.g. [4][6]) work at the object level: they first segment a laser scan into multiple segments as the measurements of different objects.
The segments are then fed into a tracker to estimate their positions and velocities, and objects exceeding a defined speed or displacement are reported as the

moving objects. The accuracies of these approaches are mainly determined by
the tracking process, which has to solve the notorious data association problem
and may fail in cluttered environments.
SLAMMOT methods detect moving objects at the atomic level [7][11][12].
An occupancy grid map of the local environment is created through a SLAM
process and the changes of the grids’ occupancy indicate the existence of moving
objects. Compared to the tracking-based methods, the SLAMMOT techniques
have two major advantages: first, they are more robust to ego-motion estimation
errors, which are compensated by the SLAM process. Second, they do not have to
address the tracking problem. However, the computational cost associated with
SLAM is usually high, leading to a low update frequency. This is undesirable
for high-speed robots such as autonomous vehicles. Moreover, since SLAMMOT
methods usually assume robots move on a flat surface, they are not applicable
to the bumpy road environments.
In both types of methods discussed above, object classification is performed
independently from motion detection, either before or after it. The classification process usually relies on the sparse geometric features of the 2D segments
and hence, is vulnerable to similar-looking background noise. For better performance, classification results at different times can be fused to achieve continuous
estimation when object tracking information is available.

recognized moving vehicle

Ego car

Fig. 1. One example to illustrate our idea. The red-green axes attached to the ego car
represent the mounted 2D LIDAR. This image also captures a typical snapshot of a
clustered campus environment.

1.2

A Spatial-Temporal Solution

A spatial-temporal approach for moving object recognition couples detection
and classification into a single process. The basic idea of our approach derives
from the observation that accumulated laser scans generally provide sufficient
information for the task. For example, it is difficult to recognize a vehicle from

a single scan segment, because of its simple shape contour. However, Fig. 1
illustrates that in the ST domain, the moving vehicle shows unique geometric
features, i.e., a chain of shifted “L” shapes. The uniqueness of these features
comes from not only the vehicle’s appearance in the spatial domain, but also
from its motion pattern in the temporal domain. We show that these features
can be exploited to create accurate classifiers.
Our method consists of three basic steps: (1) laser scans are first accumulated over a certain time window, (2) segmentation is then performed on the
accumulated data to generate clusters, and (3) moving objects are finally recognized using the spatial-temporal features of these clusters. Compared to existing
methods, our approach does not rely on object tracking nor local environment
mapping and hence, it is more robust in cluttered environments and computationally lighter. Furthermore, since detection and classification are conducted
in one single process, better recognition accuracy can be achieved. The rationale is that while motion patterns in the T-domain can aid object classification,
appearance features in the S-domain can also help determine whether an object is moving (e.g, a bizarre-shaped cluster is more likely to be a static bush
rather than a moving vehicle). A coupled process is able to fully utilize the ST
information and benefit both sub-tasks.

2

Technical Approach

In brief, our method segments and clusters accumulated laser scans in a timewindow, extracts relevant spatio-temporal features and then classifies each cluster. Segmentation is performed using a graph-based algorithm in the ST domain
and classification is performed using the widely-used Support Vector Machine
(SVM). The flowchart of our algorithm is illustrated by Fig.2.
2.1

Data Accumulation in T-domain

Laser scans are accumulated over a defined time window to collect N scans: S =
{st1 , st2 , ..., stN }, where S denotes the collected scan set, and si each scan component. To represent ego-motion, we record the LIDAR’s pose (according to robot’s
odometry system) at each corresponding time stamp: X = {xt1 , xt2 , ..., xtN },
where each xi is the LIDAR pose corresponding to scan si . The accumulated
laser scans S and associated ego poses X carry all the raw information required
in our system.
2.2

Graph-based ST Segmentation

To segment the accumulated scans, we first convert the scan set S into a point
set D, where each point di contains the position information xi in the robot’s
fixed odometry coordinate system, and its collected time ti . In addition to this
information, we maintain the conversion relationship between the scans and the
points, such that each point in D is mapped to its angle and range reading in S.
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Fig. 2. Algorithm Flowchart. Laser scans are received from the LIDAR sensor, and
then accumulated in the temporal domain, visualized as blue points; the accumulated
ST-data are then segmented into different ST-clusters, visualized in various colors;
feature extraction and classification are performed on each ST-cluster, to recognize the
moving objects, colored in red. The clay-colored vehicle model visualizes the ego car.

We employ the graph-based region merging method [3] for segmentation of
the transformed set D. The advantage of this approach is that it is able to find a
segmentation that is neither too coarse nor too fine. In brief, the data is treated
as a graph, with points as nodes and edge weights indicating the dissimilarities
between nodes. Initially each node is an individual component, and the algorithm performs pairwise region merging iteratively if the minimum edge weight
connecting two components is less than the minimum internal difference (a scoring function); see [3] for more details. In our work, the edge weight (dissimilarity
measure) between two points in the ST-domain is the weighted Euclidean distance:
Ew (d1 , d2 ) = kxt1 − xt2 k + α × |t1 − t2 |

(1)

where α is a weight parameter. Intuitively, this metric ensures that points which
are close in both spatial and temporal domains are placed in the same cluster.
After the segmentation process, clusters of points in the ST-domain are obtained. Preliminary results showed that if we used each cluster as unorganized
data and simply extracted its statistical features as a whole, performance was
degraded, presumably due to a loss of information. As such, we define a ST
cluster, denoted as ST , as a collection of scan segments in a sequence together
with their LIDAR poses:
ST = {zt1 , zt2 , ..., ztN , xt1 , xt2 , ..., xtN }

(2)

where zti is the scan segment collected at time ti , and xti its corresponding
LIDAR pose. Given the segmentation results of data D, to construct ST is
straightforward.

2.3

Spatial-Temporal (ST) features

In this section, we discuss the design of our spatial-temporal features. Recall
that ST not only contains the information about the object’s shape, but also
the information related to their motion patterns. We construct our feature vector
F to maximize the amount of original information, while keeping its structure
invariant to the scan number N :
F = {{ẑti }N , M, X }

(3)

where ẑti is a compressed representation for raw scan segment zti , M is a set of
“shape moments” that captures the shape characteristics of the cluster, and X
is the pose set.
The compressed segment (ẑ). The compressed segment (CS) approximates each scan segment by a fixed number of key points and selected statistical
features. Fig. 3 illustrates the idea of the compressed segment. Here, we have
used the Douglas-Peucker algorithm [2] to find the relevant key points. In addition, the number of points in between each pair of neighboring key points, and
the variance of their distances to the line formed by the pair are also incorporated in the feature vector. To represent positional information relative to the
background, range differences between the extreme points and their respective
neighboring background points are also used. Table 1 summaries all the features
in a CS feature vector.
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Fig. 3. One Example of Compressed Segment.

The shape moments (M). Although the scan segment information is incorporated into the feature vector by the way of the compressed segments ẑti ,
some geometric information may still be lost due to compression. To better
preserve the information, we project the scan points into the global odometry
coordinate, and then extract the Hu-Moments [5] of the contour to convey the
shape information of the overall point set.

Table 1. Feature vector of the compressed segment
Feature Name Description
Key Points
x, y position of the points in the LIDAR coordinate; Intensity
values of these points (if intensity values are provided)
Points in between Number of points in between a pair of key points; variances of
key points
distances from these points to their key point lines;
Range distances Range differences between two extreme points to their neighborto background
ing background points.

The pose set (X ). To take into account robot ego motion, LIDAR poses
at different time are incorporated in the feature vector. However, rather than
using their original pose values in the global odometry frame, we transfer all the
LIDAR poses into the latest LIDAR coordinate. This helps remove the irrelevant information of absolute positions and concentrate the classification on the
relative movements.
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Fig. 4. Pose-Variant and Pose-Invariant Feature Sets

Pose-Variant and Pose-Invariant Feature Sets. Fig. 4(a) illustrates
the spatial-temporal feature vector F. Note that it captures not only object
appearance and movement, but also the information relating to the sensing scenario, such as how far the object is and at what angle. The scenario information
is important for multiple reasons. First, the distance to the object affects the
number of laser points cast on it, due to LIDAR’s limited angular resolution
and detection range. Second, the observation angle on the object determines
the measurements, e.g., the side of an object may be occluded when observed
from the front. The importance of scenario information for object recognition is
demonstrated by the experiment results described in Section 4.
Because the compressed scan ẑti is defined in the sensor coordinate LIDAR−ti ,
F is pose-variant and a large number of training instances may be needed to

cover different sensing situations. For this reason, this paper also proposes a
pose-invariant feature vector, where the compressed scan ẑti is transformed into
an object-attached coordinate, as shown in Fig. 4(b). Denoting the centroid of
LIDAR segment zti as Cdti , the origin of the object-attached coordinate is defined to be Cdt1 , with its x axis pointing from Cdt1 to CdtN . Compared to the
pose-variant feature vector, the pose-invariant vector is more general in terms of
object positions and orientations, but at the cost of losing scenario information.

3

Experiments

The objective of our experiments is three-fold. First, we seek to validate that
accumulated scans will result in higher accuracies compared to single scans.
Second, we attempt to better understand the effect the length of the time-window
had on classification accuracy. Third, we seek to analyze the performance of our
designed spatial-temporal features.
Our test bed is a converted iMiev with a 2D LIDAR (SICK LMS 151)
mounted on the front of the vehicle, as shown by Fig. 5. The LIDAR runs at 50
Hz, with 270◦ FOV. The entire system is developed using the Robot Operating
System (ROS) [9]. To test the performance of our algorithm, we conduct experiments in two different environments: a university campus and a highway. The
former is a cluttered environment with average vehicle speeds of 10–30 km/h,
while the highway is a more “structured” environment with vehicle speeds of 60–
100 km/h. In this experiment, we focus on recognizing moving vehicles, but our
algorithm is applicable for general-purpose moving object recognition. Ground
truths of moving vehicles are obtained via manual labelling for both environments, with 232 positive vehicles samples labelled for the campus environment
and 1212 positive samples for the highway one. Note that negative samples are
also manually labelled in the experiments, the numbers of which change with
the temporal window lengths, as will be shown in the next section.

Planar LIDAR

Fig. 5. iMiev test bed

4

Results

We evaluate our algorithm using five different metrics: segmentation ratios, classification accuracy, spatial analysis, performance of different feature sets, and
the computational cost. Note that all the analyses are performed with the posevariant feature vector, except where performances of different feature sets are
studied. Major insights of the experimental results will be summarized at the
end of this section.
Segmentation ratios: Fig. 6 shows the ratio of background clusters to vehicle clusters. Compared to the highway environment, the campus environment
is far more cluttered, resulting in a larger number of background clusters. However, the number of background clusters decreases drastically as the number of
accumulated scans is increased. This suggests that the temporal accumulation
prevents the background from being over-segmented, which as we will see, leads
to an improvement in classification accuracy.
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Fig. 6. Non-Vehicle to Vehicle Ratio in Different Environments.

Classification Accuracy: Fig. 7 shows the classification results for moving
vehicle recognition under 5-fold cross validation. Note that the classification
problem here is a unbalanced binary classification problem, and the number
of background clusters varies with the accumulated scan number. For above
reasons, while apparently good total accuracies (> 97%) are achieved in both
environments, we analyze the precision and recall rates to better evaluate our
algorithm: precision measures what fraction of the detections are actually moving
vehicles, and recall measures what fraction of the actual moving vehicles are
detected [8].
In the clean highway environment, both the precision and recall rates are
high (> 94%) even when using only single scan segments. With a temporal
window length larger than two, the SVM attains performances above 97%. In
the cluttered campus environment, vehicle detection appears more challenging.
However, we observe that it is in this environment that our approach yields the
most positive effect. While the precision remains decent (> 85%), the recall rate
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Fig. 7. Classification at Different Environments

using no temporal windowing is at a low 55%. The recall rate rises rapidly with
the temporal accumulation from 55% to a high of 86% (at N = 6). The Fmeasure (F1 -score) shows a weighted average of the precision and recall, where
our algorithm achieves best performance at N = 6. As N continues to grow,
the performance seems to tail off. We believe this occurs due to the “curse of
dimensionality”, which hampers the classification process as the feature vector
length grows.
Fig. 8 shows examples of moving vehicle detection in the two environments
(N = 2 for highway, and N = 6 for campus). The top row shows the images
captured from an on-board camera, which is calibrated with the LIDAR sensor,
and the bottom row shows the recognition results from the accumulated LIDAR
data. Temporal accumulation and ST segmentation are performed to extract
individual ST-clusters (shown in different colors), which are then classified to
extract the moving vehicles (shown as red blobs). The results are also projected
into the camera image for visualization purpose. Since the camera has much
smaller field of view (≈ 70◦ ) compared to the LIDAR, some of the results are
not shown in the image. Note that a minor misalignment exists between the
camera images and the LIDAR data, which is attributed to the time difference
between the laser points (accumulated in the past) and the captured image.
From the two examples it is easily observed that the campus environment is
much more cluttered than the highway. In the highway example, the road barrier

and bushes at the two sides are generally neat and consistent, making it relatively
easy to differentiate the foreground objects and the background noise. There are
20 clusters extracted in the shown case, with 10 of them recognized as moving
vehicles. Compared to the clean highway scenario, the campus environment is
much more “dirty”: its background usually consists of various unconnected objects, and the bumpiness of the ground may also bring noise when the LIDAR
scans strike on the road surface. Given all these challenges, our algorithm is
still able to perform robust recognition: 2 moving objects are correctly identified
from the 37 extracted clusters in the shown case.

(a) Vehicle Detection at Highway

(b) Vehicle Detection at Campus

Fig. 8. Vehicle Detection Examples

Spatial analysis: Fig. 9 presents us with more insights into the performance
of our algorithm from a spatial perspective (N = 2 for highway, and N = 6 for
campus). Since our test locations are left-hand drive, many of the vehicle samples
in our collected training data are at the front and right sides of the iMiev. In Fig.
9(b), we see that high vehicle detection errors occur at the boundary of LIDAR
FOV, where only parts of the clusters are observed. Other errors take place over

> 20 meters away from the LIDAR center. We posit that this is due to the fact
that when observing objects from a distance, the LIDAR readings are occluded
by other objects or missing due to low reflectivity. Importantly, the results show
that in the vicinity of the LIDAR, the detection accuracy is nearly 100%, which
is essential for safe navigation.
Different Feature Sets: In this paper, we compare the performance of our
designed features with existing feature sets proposed in the literature. Together
with our designed pose-variant and pose-invariant features, we include three
more feature sets: Ensemble of Shape Functions (ESF)[13], Viewpoint Feature
Histogram (VFH)[10], and Ultrafast Shape Recognition (USR) [1]. Unlike our
feature sets extracted from compressed scan segments, these three methods operate on 3-D spatial data. Here, 3-D data is constructed by shifting the accumulated points (point set D in Section 2.2) in the z direction (the shifted distance
is proportional to the elapsed time from when they are received to the latest
time).
To assess the performances of different feature sets, the same temporal window length is used, with N = 2 for highway and N = 6 for campus. Our results
are shown in Table 2. It is observed that the pose-variant and pose-invariant features outperform the 3D feature sets, which are designed for dense 3D data and
appear not suitable for the ST data accumulated from the LIDAR. The better
performance of pose-variant over pose-invariant features indicates the usefulness
of the scenario information as discussed in Section 2.3.
Computational cost: On our experimental platform (computer equipped
with a Core i7-4770 processor), the computational time required to process one
new scan is 5 ∼ 10 ms for the campus environment with N = 6. In the highway
environment with N = 2, the processing time is only 1 ∼ 4 ms. In short, computational costs are low, making our method suitable for real-time applications.
Summary: From the precceeding discussion, three major insights can be
derived from our experimental results:
1. Accumulation in the temporal domain helps to prevent over-segmentation of
sensor data in the cluttered environment (Fig. 6).
2. The spatial-temporal features enable more accurate classification compared
to using only spatial features from a single measurement (Fig. 7 and Fig. 9);
3. The increase of the accumulation time window improves recognition accuracy
in the cluttered environment up to a maximum time window (Fig. 7).

5

Conclusions

In this paper, we propose and investigate a novel spatial-temporal approach for
moving object recognition with a single 2D LIDAR. By using crafted spatialtemporal features, we obtain promising classification results in two different
experimental settings. Our results suggest that our approach is particularly applicable in cluttered environments, where temporal windowing prevents oversegmentation of the observations and the accumulation of sensor information

(a) Highway

(b) Campus
Fig. 9. Overall Vehicle Detection Performance. The center of each plot is the LIDAR
origin, with LIDAR orientation shown by the legend. Each pixel in the figures represents
a 5×5 m grid place. The grey pixels are places where no sufficient samples collected, and
the dark areas are places beyond LIDAR FOV. In the distribution plots, the density
value of each grid represents the number of collected samples in this place, which is
normalized by the largest value.

Table 2. Classification using Different Feature Sets
(a) Highway Environment with N=2
FeatureSets

vehicle recall (%) vehicle precision (%) vehicle F-measure (%)
95.87
94.68
73.86
50.42
82.45

Pose-Variant
Pose-Invariant
ESF
VFH
USR

97.48
94.50
94.39
87.80
79.48

96.67
94.59
82.87
64.06
80.93

total accuracy (%)
97.61
96.87
91.17
83.63
88.77

(b) Campus Environment with N=6
FeatureSets

vehicle recall (%) vehicle precision (%) vehicle F-measure (%)

Pose-Variant
Pose-Invariant
ESF
VFH
USR

86.21
70.96
50.37
24.63
37.50

90.91
89.35
77.40
82.72
70.34

88.50
79.10
61.02
37.96
48.92

total accuracy (%)
98.32
96.70
94.33
92.90
93.10

makes moving object recognition more accurate. As future work, we plan to investigate the performance of our approach on other classes of moving objects
(e.g., pedestrians and motorcycles).
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